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1 MOTIVATION

Ray tracing currently exploits Single Instruction, Multiple Data
(SIMD) processing via packet-based algorithms: rays are no longer
processed sequentially (and individually), but groups of rays are
processed together in SIMD fashion. Unfortunately, these algo-
rithms are efficient only for moderately complex scenes and highly
coherent rays. Packets of incoherent rays are penalized because
rays may become inactive during processing. In this case, although
N operations are performed with every instruction (where N is the
SIMD width), only a smaller number of these operations (n < N)
actually accomplish useful work. The remaining slots of the SIMD
instruction (N − n) incur unnecessary operations that would not
have occurred in a system based on single rays. In the worst case,

only a single ray is active, leading to an efficiency of 1
N . Depending

on the properties of a packet, then, SIMD processing may in fact
lead to low utilization.

We present a new ray tracing algorithm that processes streams of
rays in SIMD fashion with high efficiency. The algorithm is moti-
vated by breadth-first ray traversal, and implicitly reorders streams
of rays by continually compacting active rays into substreams dur-
ing operations such as traversal and shading.

2 COMPUTATIONAL PARADIGM

The two core concepts in our algorithm are streams of rays, and sets
of filters that extract substreams with certain properties.

Ray streams. A stream contains data of the same type, and can be
of arbitrary length. Stream elements are independent of each other,
and can thus be processed in an arbitrary order.

Stream filtering. A critical observation is that many core opera-
tions in ray tracing, including traversal, intersection, and shading,
can be written as a sequence of conditional statements that are ap-
plied to each ray. These statements can execute across a group of
rays as a stream filter:

filter<test>(inputstream) -> outputstream

{

foreach e in inputstream

if (test(e) == true)

outputstream.push(e)

}

In a SIMD environment, the filter can be implemented as a two-step
process: N elements of the input stream are tested in parallel, and a
Boolean mask is computed for the input stream. The stream is then
compacted to include only those elements that pass the filter.

With stream filtering, SIMD processing can be used effectively
for arbitrarily sized groups of arbitrary rays. This approach yields
high utilization for two reasons: first, if input streams are larger
than the SIMD width, groups of N elements will processed in par-
allel; second, filtering removes elements from the stream that would
perform useless work, which allows subsequent filter operations to
process only active elements.

3 PRELIMINARY RESULTS

As an initial evaluation, we compare our algorithm to packet-based
ray tracing for traversal and intersection operations using a bound-
ing volume hierarchy (BVH). Table 1 reports the SIMD efficiency
of both methods for a single diffuse bounce ray per primary ray

Method erw6 conf fairy

SIMD width, N = 4

Packet, 2×2 92 / 85 89 / 72 71 / 53
Stream, 32×32 99 / 99 98 / 92 95 / 84
Stream, 64×64 99 / 99 99 / 95 97 / 90

SIMD width, N = 16

Packet, 4×4 86 / 70 69 / 42 40 / 21
Stream, 32×32 99 / 96 91 / 70 79 / 49
Stream, 64×64 99 / 98 95 / 80 88 / 63

Table 1: SIMD efficiency (traversal/intersection) for a single diffuse
ray per primary ray with 16 samples per pixel. Data is for diffuse rays
only; primary rays are intentionally excluded.

and three scenes rendered at 1024 × 1024 pixels: erw6 (806 tri-
angles), conference (282K triangles), and fairy forest (174K trian-
gles).1 Using a single diffuse bounce ray per primary ray simulates
path tracing with only diffuse surfaces. In this case, secondary rays
are essentially random, and thus represent a worst-case scenario.

Ray packets. As the data show, higher model complexity reduces
the SIMD efficiency for packet tracing. In addition, efficiency for
primitive intersection, which occurs at leaf nodes where rays are
most incoherent, is always lower than for traversal, which often op-
erates closer to the root where rays are still coherent. Increasing the
SIMD width has an even more adverse effect on intersection effi-
ciency in particular: though perhaps reasonable for 2×2 packets, it
drops considerably for 4×4 packets.

Ray streams. SIMD utilization increases significantly with ray
stream tracing, particularly for the cases in which packet tracing
suffers. Also, the relative impact of stream tracing increases with
SIMD width, and longer initial streams lead to higher efficiency.

There are only two sources of potential underutilization in our
approach: first, as a result of stream compaction, stream lengths
will not necessarily be multiples of the SIMD width, implying that
the last group will have fewer than N active elements; second, in-
put streams may eventually become shorter than the SIMD width.
Utilization will necessarily drop below 100% in either case. Never-
theless, rays stream tracing can improve SIMD efficiency by more
than 2×, and is generally much higher than expected for the essen-
tially random rays used in this experiment.

Discussion. We have presented a new approach to SIMD ray trac-
ing that yields higher efficiency than current packet-based ray trac-
ing algorithms. The approach supports both wide SIMD pipelines
and general, arbitrarily-sized ray streams.

The key strengths of our algorithm include: (1) on-the-fly re-
ordering, in which all of the SIMD parallelism available in an input
stream is extracted; (2) reordering occurs with respect to geometry
hierarchy itself, and does not depend on hard-to-control and possi-
bly faulty ray coherence heuristics; (3) support for arbitrary SIMD
widths, which make it amenable to a wide range of future hardware
architectures; and (4) generality, as it is not restricted to particular
acceleration structures or primitive types. Although maintaining a
high degree of SIMD parallelism in input streams may be problem-
atic, our algorithm significantly improves SIMD efficiency in the
presence of complex scenes and incoherent groups of rays.

1Implementation details and additional results are available in the fol-

lowing technical report: Wald et al., SIMD Ray Stream Tracing, Technical

Report UUSCI-2007-012, University of Utah, 2007.


