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Abstract

The wide availability of commodity graphics processors has

made real-time graphics an intrinsic component of the hu-

man/computer interface. These graphics cores accelerate the

z-buffer algorithm and provide a highly interactive experi-

ence at a relatively low cost. However, many applications

in entertainment, science, and industry require high qual-

ity lighting effects such as accurate shadows, reflection, and

refraction. These effects can be difficult to achieve with z-

buffer algorithms but are straightforward to implement using

ray tracing. Although ray tracing is computationally more

complex, the algorithm exhibits excellent scaling and paral-

lelism properties. Nevertheless, ray tracing memory access

patterns are difficult to predict and the parallelism speedup

promise is therefore hard to achieve.

This paper highlights a novel approach to ray tracing

based on stream filtering and presents StreamRay, a multi-

core wide SIMD microarchitecture that delivers interactive

frame rates of 15-32 frames/second for scenes of high ge-

ometric complexity and exhibits high utilization for SIMD

widths ranging from eight to 16 elements. StreamRay con-

sists of two main components: the ray engine, which is re-

sponsible for stream assembly and employs address gen-

eration units that generate addresses to form large SIMD

vectors, and the filter engine, which implements the ray

tracing operations with programmable accelerators. Results

demonstrate that separating address and data processing re-

duces data movement and resource contention. Performance

improves by 56% while simultaneously providing 11.63%

power savings per accelerator core compared to a design

which does not use separate resources for address and data

computations.
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1. Introduction

The visibility problem is a fundamental problem in computer

graphics applications: given a set of three-dimensional (3D)

objects and a viewing specification, the task is to determine

which lines or surfaces are visible from that view point.

Currently the z-buffer algorithm (7) and ray tracing (34)

are the two most prevalent approaches used to solve the

visibility problem.

Graphics processing units (GPUs) have significantly en-

hanced human/computer interfaces by accelerating the z-

buffer algorithm, which in its most basic form consists of

a loop over the objects in a scene:

foreach object O do
foreach pixel P through which O might be visible

do

if znew < zpixel then
cpixel = cnew

zpixel = znew

end

end

end

The z-buffer algorithm projects an object (O) toward the

screen and updates the color (c) and distance (z) values of

the corresponding pixel (P ), but only if the new z value is

less than the current z value associated with the pixel. While

hardware implementations of this algorithm provide highly

interactive environments for many computer graphics tasks,

it is not well-suited for applications that require high quality

visual effects such as shadows, reflection, and refraction.

In contrast, the basic ray tracing algorithm consists of a

loop over all of the pixels in an image:
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Figure 1. Stream filtering with StreamRay: Stream filtering combines breadth-first ray traversal and elimination of inactive ray

elements to exploit the coherence exhibited when processing arbitrarily-sized groups of rays in SIMD fashion. The StreamRay

architecture delivers interactive frame rates for a variety of scenes such as those depicted here.

foreach pixel P do
find nearest object visible through P
update cpixel

end

A 3D line query is used to find the nearest object in the

parametric space of the ray. Typical implementations of the

algorithm employ a hierarchical data structure to quickly

eliminate large parts of the search space and accelerate the

query, thereby leading to improved performance.

Ray tracing boasts several key advantages over the z-

buffer algorithm. First, for preprocessed models, ray tracing

is sublinear in the number of objects, N ; thus, for some suf-

ficiently large value of N , ray tracing will always be faster

than the z-buffer algorithm, which is linear in N (8). Sec-

ond, the computational kernel of the algorithm performs a

3D line query, and that same operation can be reused to gen-

erate global illumination effects such as shadows, reflection,

and refraction (34). Thus, the same operation that is used to

solve the visibility problem can be used to render high qual-

ity visual effects as well. Third, ray tracing is highly parallel

and has been demonstrated to have over 91% efficiency on

512 processors (21). This characteristic, combined with the

advent of multicore microprocessors and algorithmic devel-

opments, make ray tracing an attractive alternative for in-

teractive rendering—if a solution can be found to mitigate

problems associated with its less predictable memory access

patterns.

Stream filtering (11) is a streaming approach to ray trac-

ing that recasts the basic algorithm as a series of filter op-

erations that partition an arbitrarily sized group of rays into

active and inactive subsets in order to exploit coherence and

achieve speedups via SIMD processing. The remainder of

this paper presents a multicore architecture that efficiently

implements the stream filtering algorithm. The architecture

consists of two major subsystems: the ray engine, which per-

forms address computations to form large data streams for

SIMD processing, and the multicore wide SIMD filter en-

gine, which performs the data and filter computations.

The ray engine consists of N -wide address generation

units (AGUs), where the appropriate value of N is deter-

mined as a result of this work. Each AGU computes non-

sequential addresses on-the-fly. The AGUs access a dis-

tributed memory system to form coherent ray data streams

which are then processed by the wide SIMD filter engine.

The filter engine implements the various operations involved

in ray tracing using N accelerator cores that run under pro-

gram control. A compiler (23) generates code for the accel-

erators, and the programmable core performance approaches

that of less flexible ASIC implementations.

The results show that stream filtering extracts enough

coherence to efficiently utilize SIMD execution units with

as many as 16 elements to provide interactive frame rates

for typical scenes. The key feature of the StreamRay mi-

croarchitecture is the separation of address and data com-

putations in the two engines. When compared to architec-

tures that perform both data and address computations on a

shared set of execution units, StreamRay improves perfor-

mance by at least 48% and delivers interactive frame rates

of 15-32 frames/second (fps) for scenes exhibiting high ge-

ometric complexity and a variety of advanced visual effects

such as those shown in Figure 1.

2. Stream Filtering for Coherent Ray Tracing

Ray tracing inherently involves two classes of rays: primary

rays and secondary rays. Visibility queries are performed

with primary rays that are projected from the view point

through a screen pixel into a scene comprised of geomet-



ric objects. The corresponding pixel values are then com-

puted according to the local surface properties of the inter-

sected object. These shading operations may generate addi-

tional rays to sample non-local illumination effects such as

shadows, reflection, or refraction. In this case, additional vis-

ibility queries are used to compute contributions from sec-

ondary rays. This process continues with each generation of

rays recursively spawning additional generations until some

termination criteria is reached. Secondary rays capture the

non-local effects that lead to a high degree of visual realism

and thus represent one key advantage of ray tracing over the

z-buffer approach.

Coherent or packet-based ray tracing (32) enables the

efficient use of SIMD processing throughout rendering. In

this approach, rays are processed in coherent groups utilizing

SIMD instructions such as SSE or Altivec. However, when

rays begin to diverge, as is typically the case for secondary

rays (3; 16; 26), a large percentage of the rays in a packet

do not actively participate in all of the computations. As

a result, unnecessary work is performed on what we call

the inactive subset, resulting in decreased performance and

increased power consumption.

Stream filtering recasts the basic ray tracing algorithm as

a series of filter operations that exploit coherence by parti-

tioning arbitrarily sized groups of rays into active and inac-

tive subsets. Our initial work has shown that the algorithm

extracts streams of sufficient length in the major stages of

ray tracing to make wide SIMD processing an attractive al-

ternative for interactive ray tracing (11).

2.1 Core Concepts

Stream filtering is based on two core concepts: (1) streams

of rays, and (2) sets of filters that extract substreams with

certain properties.

A ray stream contains data of the same type and can be

of arbitrary length. A stream filter is a set of conditional

statements on the elements of a ray stream:

out_stream filter<test>(in_stream)

{

foreach e in in_stream

if (test(e) == true)

out_stream.push(e)

return out_stream

}

The core operations in ray tracing, including traversal, inter-

section, and shading, can be written as a sequence of con-

ditional statements that are applied to each ray (11). With

stream filtering, instead of applying conditional statements

to individual rays, the statements are executed in SIMD fash-

ion across groups of N rays to isolate only those rays ex-

hibiting some property of interest.

In an N -wide SIMD environment, filters are implemented

as a two-step process. Conditional statements are first ap-

plied to groups of N elements from the input stream to gen-

erate a boolean mask. To create the output stream, the in-

put stream is then partitioned into active and inactive subsets

based on that mask:

out_stream filter<test>(in_stream)

{

foreach simd in in_stream

mask[simd] = test(simd)

out_stream = partition(in_stream, mask)

return out_stream

}

This process generates non-sequential memory access pat-

terns that require scatter/gather operations to form a sequen-

tial stream of ray data from the stream elements. Thus, one

important performance requirement for the stream filtering

approach is hardware support for scatter/gather operations.

Coherence Wide SIMD units can be used to process

arbitrarily-sized groups of rays with high efficiency for two

reasons: (1) the algorithm exploits parallelism when pro-

cessing streams as a sequence of groups with N elements;

and (2) stream filtering removes any elements that would

be inactive in subsequent stages of the rendering process.

The output stream created by stream filtering is optimal

with respect to the input stream: all rays from the stream

that would perform the same sequence of operations will

always perform those operations together. This observation

holds regardless of the order in which rays occur in the input

stream or the sequence of operations that these rays undergo

to reach the common operations. Thus, given the same input

rays, no existing algorithm will be able to combine more

operations of the same kind. Moreover, stream filtering re-

quires neither potentially costly presorting operations nor

heuristics to estimate coherence.

2.2 Application to Ray Tracing

Traversal For traversal, the input stream is recursively

traced through a hierarchical acceleration structure such as

a bounding volume hierarchy (BVH). In each traversal step,

the stream is tested against the current node, and a stream

filter partitions the input stream so that only those rays inter-

secting the node are included in subsequent traversal opera-

tions. If the output stream is empty, the next node is popped

from a traversal stack and the process continues with that

node. However, if the output stream contains active rays,

the output stream is either intersected with the geometry in

a leaf node, or the stream is recursively traversed through

child nodes in a front-to-back order.

Intersection In their simplest form, stream filters for prim-

itive intersection process an input stream by performing

ray/primitive intersection tests in N -wide SIMD fashion.

This process generates an N -wide boolean mask indicating

which rays intersect the primitive, which is used to store in-

tersection information required for shading in the ray buffer

with conditional scatter operations.

However, rather than perform primitive intersection oper-

ations with groups of N elements, the intersection test could



instead be decomposed into a sequence of stream filters, or

filter stack, for the relevant substages. This approach will po-

tentially yield higher efficiency than simply performing the

complete intersection test in SIMD fashion. Using a filter

stack, each substage filter is applied in succession with only

those rays that have passed previous filters, thereby increas-

ing SIMD utilization for a particular input stream. However,

ray streams processed during intersection are typically too

short to warrant additional filtering operations, particularly

for highly complex models, so our implementation does not

employ filter stacks for primitive intersection and instead re-

lies on the simpler approach described above.

Shading Similarly, material shaders could process an input

stream by simply performing operations in N -wide SIMD

fashion. However, to maintain higher SIMD efficiency, filter

stacks are used to extract rays requiring the same operations

from the input stream. For example, the complete filter stack

for an ideal Lambertian material model consists of six sub-

stages. In the stack, input rays are handled by stream filters

that extract and process shadow rays, rays that do not in-

tersect geometry, and rays intersecting a light source, each

as separate substreams. Any remaining rays are then pro-

cessed by the material shader, which adds secondary rays

as necessary. Additional filtering operations can be applied

within each shader to group similar operations; for example,

the Lambertian shader probabilistically samples either direct

or indirect illumination, and the corresponding ray data are

extracted using additional stream filters so that the required

operations are performed together.

2.3 Programming Model

Using the framework provided by our simulator (described

below), programmable stream filters are implemented as

C++ class templates, and export an interface to generate

an output stream corresponding to the active partition. Ray

streams are processed in parallel by N -wide SIMD units and

are then partitioned into active and inactive subsets before

subsequent processing. The partition operation employs a

comparison sort to move active elements to the start of the

stream, and the resulting output stream includes only those

elements that pass the corresponding test.

Filter tests are implemented as C++ functors and serve

as the template parameter to stream filter objects. Typically,

these tests utilize gather operations to process rays in N -

wide SIMD units and return a mask indicating the result

for each element. Filter tests that modify rendering state use

conditional scatter operations to update ray data.

3. Architecture Description

The StreamRay architecture comprises a ray engine and a

filter engine, as illustrated by the block diagram in Fig-

ure 2. The ray engine consists of a N -wide address fetch

unit (AFU) to support stream assembly. The stream control

block supervises data movement and execution in the sys-

tem and is programmed through C++ templates. It issues the

load/store memory operations and synchronizes data move-

ment through the system-wide interconnect. It is also respon-

sible for executing address fetch operations in parallel with

the actual execution of the ray tracing computations. This

parallelism is supported by a distributed memory system that

consists of two multi-banked ray buffers. While the AFU

gathers the next ray stream in one buffer, the filter engine

processes the stream in the other buffer. The stream control

block therefore synchronizes data at the beginning and end

of a stream.

The filter engine consists of N program-controlled kernel

accelerators that implement each of the ray tracing kernels

in an N -wide SIMD environment. The kernels are compiled

from C++ to object code and reside in the kernel control

block. Each of the kernels may contain one or more exe-

cution phases, and the kernel block handles data synchro-

nization across these intra-kernel phase boundaries. The Co-

GenE compilation framework (23; 24) is employed to gen-

erate object code for the filter engine.

The ray engine To form a sequential stream of data, N
non-sequential memory addresses need to be computed. The

address fetch unit consists of N address generator units

(AGUs) (23) that provide support for scatter/gather, strided,

or sequential addressing. Each AGU is supported by an inte-

ger affine function unit and a small register file. The memory

unit is a distributed system that consists of two ray buffers

and a dual-ported scratch pad memory for storing texture

data. To provide support for efficient N -wide SIMD process-

ing, each of the ray buffers are banked into N single-ported

partitions, and each of the AGUs fetch data to one bank.

Banking is an efficient alternative to multi-ported buffers

which are expensive in terms of power and area. For sim-

plicity, Figure 2 shows N banks of a single buffer.

The ray buffers facilitate data movement between the

main memory and the filter engine, so StreamRay employs

two such buffers for decoupling: one for the currently active

ray stream, and one that will be used in the next epoch as the

active ray stream. This design allows the next ray stream to

be gathered in parallel with filter processing on the current

stream. For a stream of size 64× 64 rays, it was empirically

found that a 512 KB buffer provides the best balance be-

tween memory hit rate and area. A smaller size (256 KB) im-

poses a 30% degradation in hit rate, and the resulting access

to main memory adversely affects performance and power

dissipation.

Placing integer units As an alternative, integer units that

perform address computations can be placed in the execution

subsystem similar to a traditional processor such as the x86.

This approach has the disadvantage that both data and ad-

dresses must share the system interconnect and register file.

Contention for resources not only degrades performance but

also increases the pressure on the compiler to perform effi-

cient data scheduling. As will be shown by our results (Sec-



Figure 2. StreamRay: High level view of the N -wide architecture

tion 4), isolating address and data computations improves

performance by at least 48% when compared to machines

such as the G80 (20) or the R770 (1) that place address pro-

cessing in the execution subsystem.

The filter engine The filter engine implements the filter

operations that partition the stream of rays into active and

inactive subsets to exploit coherence for wide SIMD pro-

cessing. A set of N accelerators implement the traversal,

intersection, and shading kernels. The architecture of the ac-

celerator is shown in Figure 2. Each accelerator contains two

register files (2-8 KB size) and a set of execution units and

comparators.

The execution units implement the ray tracing kernels,

while the comparators partition the input set into active and

inactive subsets. The execution units provide direct support

for +/−, ∗, 1

x
,
√

x, and bit-masking operations and pro-

cess operands in SIMD or scalar fashion. Figure 3 shows

the functional unit architecture. Each of the execution units

moves data to the register file or another execution unit

through pipelined registers and a programmable multiplexer-

based interconnect.

Horizontal micro-code generated by the CoGenE com-

piler is stored in the kernel control block. Each bit in the

micro-code directly specifies a value on a control wire in the

design (ALU opcodes, register enable signals, multiplexer

select signals, etc.). CoGenE was built on top of the Tri-

maran compiler framework (www.trimaran.org) and can

Left
neighbor

Left
neighbor

Right Right 
neighbor neighbor

Mux 4 x 1 Mux 4 x 1

Unit 
Execution

Compiler controlled Mux

Pipeline Reg Pipeline Reg

Pipeline Reg

To register file

Figure 3. Execution unit architecture: Execution

units/comparators communicate with the register files

through the program-controlled interconnect

generate code for a variety of SIMD architectures specified

by a machine description file: SIMD width, number and type

of functional units, number or levels of interconnect, number

and size of register files, and the individual multiplexer con-

figurations. The compiler schedules instructions and data in

space and time and controls how data is steered through the

multiplexer-based interconnect.

To improve performance, we employ a separate intercon-

nection scheduling stage after register allocation. This tech-



Interconnect type Performance Area

Fully connected 1.04 3.0

Neighbors 1.00 1.0

Simple 0.70 0.5-0.6

Table 1. Comparing interconnect choices: Relative perfor-

mance and area comparisons showcase the benefits of em-

ploying a nearest neighbor interconnection strategy

nique was shown to improve functional unit utilization sig-

nificantly for applications like face recognition or wireless

telephony (23; 24), and we observe high utilization rates for

ray tracing as well (Section 4). The overall result of this

compiler controlled horizontal micro-code approach is a pro-

grammable accelerator whose energy-delay characteristics

approach that of an ASIC (23; 24).

Interconnect subsystem The interconnect subsystem coor-

dinates data movement across the two engines and is critical

to the performance of the system. The StreamRay architec-

ture consists of a simple (4×N ) multiplexer-based intercon-

nect, in which each of the accelerators or banks can transmit

data in a single cycle to either of the left or right neighbors

in addition to its supporting bank and scratch-pad memory.

When compared to a fully-connected N × N network,

performance degrades by only 4% but area is reduced by

at least 3× (2; 23) as measured by our SPICE-level simu-

lation infrastructure. On the other hand, the simplest possi-

ble interconnect uses 1 : 1 mapping between the ray buffer

and the kernel accelerators. While this interconnect deliv-

ers good utilization for traversal, performance degrades for

the intersection and shading operations. As shown in Ta-

ble 1, this network degrades SIMD utilization for the N filter

cores by 30% for the different scenes, on average. This result

is largely due to the fact that the intersection computation

necessitates data transfers from adjacent banks and explicit

bank-to-bank copies have to be performed before the data

can be used. We thus employ the simple 4 × N network for

all our subsequent evaluations.

4. Results

A cycle-accurate simulator similar to the SimpleScalar tool

set (6) is used to evaluate the architecture. Stalls resulting

from data alignment operations are modeled accurately, as

is interconnect, function unit, and memory contention. The

multiplexers are carefully sized to allow for single-cycle op-

eration at a frequency of 1 GHz, and the address fetch and

execution units are synthesized to operate at 1 GHz with

90 nm technology (17). However, the fully synthesized flex-

ible interconnect will not run at this frequency. Significant

manual design might achieve the 1 GHz target, but we have

yet to prove this conjecture. The subsequent design analy-

sis is thus based on an achievable 500 MHz clock in a 90 nm

process. A summary of the architectural parameters is shown

in Table 2. Energy and area numbers are calculated using

Parameter Value

Process 90nm (500 MHz)

SIMD width 8, 12, 16

Buffer size 256, 512, 1024 KB each

Number of banks 8, 16, 32, 64

Buffer access 2 cycles

Multiplexer width 4 (max)

Interconnect levels 2, 4

Ray stream size 4 KB (32 × 32) , 16 KB (64 × 64)

Image resolution 1024 × 1024 pixels

Samples per pixel 64

Register file 2, 4, 8 KB each

Table 2. Architecture and rendering parameters: A cycle-

accurate simulator similar is used to evaluate the StreamRay

architecture under various hardware and rendering configu-

rations.

PowerRed (25), which employs analytical models similar to

Wattch (5) for predictable structures and empirical models

for structures such as ALUs.

4.1 Methodology

Images are generated using a Monte Carlo path tracer (13)

compiled for the simulated N -wide SIMD architecture. Cur-

rently, the renderer supports three different material models:

a coupled model for glossy reflections, dielectric materials

such as glass and ceramic, and ideal Lambertian surfaces.

The renderer also uses a thin-lens camera model to simulate

depth-of-field effects. Ray streams are traced in a breadth-

first manner (12): primary rays are traced to completion,

populating an output buffer with secondary rays as neces-

sary. Pointers to the input and output buffers are swapped,

and each subsequent generation of rays is traced in a similar

manner. This process continues until the input stream con-

tains no elements.

This study renders three scenes of varying geometric

complexity, visual effects, and material types; the relevant

details of each scene are summarized in Table 3.

4.2 Evaluation

The performance of the StreamRay microarchitecture is

evaluated in terms of SIMD utilization and frame rate. SIMD

utilization indicates how efficiently the N -wide SIMD units

are used, and frame rate is a measure of rendering perfor-

mance in frames/second. Although we report SIMD utiliza-

tion for primary and secondary rays for all three stages of

rendering (traversal, intersection, and shading), algorithms

that normally work well with primary rays have been shown

to perform poorly with secondary rays (26). Hence, the par-

ticular emphasis is on secondary ray performance with the

StreamRay architecture.

SIMD utilization For primary rays, high utilization rates

are observed for all three stages of ray tracing using the



material shaders per-frame stats

scene # prims # lights coupled dielectric lambert # rays # trav ops # isec ops # shade ops

rtrt 83845 2 • • • 1.18 × 108 9.77 × 106 1.26 × 106 2.72 × 105

conf 282644 72 • • 1.62 × 108 3.25 × 108 6.51 × 107 8.74 × 104

kala 2124001 2 • 1.57 × 108 7.63 × 108 9.01 × 107 8.11 × 104

Table 3. Characteristics of the test scenes: Scenes of varying geometric complexity are used to evaluate the potential role of

stream filtering in interactive ray tracing. These scenes employ three different material shaders to capture a variety of important

visual effects.

scenes described above. For traversal, utilization is as high

as 95% for a SIMD width of eight and marginally reduces to

about 91% for a SIMD width of 16. For intersection, utiliza-

tion rates are approximately 90%. As the initial stream size

increases, utilization increases significantly because inactive

rays are automatically removed from the output stream. Nev-

ertheless, there are two possible sources of underutilization:

first, input streams are not generally multiples of the SIMD

width, so the last SIMD operation may be partially filled;

and second, insufficient coherence can deliver substreams

that are shorter than the SIMD width. Utilization necessarily

drops below 100% in both these cases.

Table 4 reports SIMD utilization for traversal, intersec-

tion, and shading (T / I / S) in the path tracer for secondary

rays. Utilization remains reasonably high under a variety of

SIMD widths, with larger initial ray streams again leading to

higher utilization in all stages for all scenes. Compared to an

oracle system with no stalls, utilization degrades by 5-10%

for traversal, 10-21% for intersection, and 2-5% for shading.

Stalls arise because of overheads introduced by address fetch

and alignment in the ray engine, and by data partitioning in

the filter engine.

The data shows that complex scenes with many small

triangles lead to lower utilization during traversal and in-

tersection. In contrast, shaders typically possess the longest

streams and decomposing the shading stage into subkernels

results in high average utilization. Overall, stream filtering

successfully extracts any coherence exhibited by rays in a

particular stream and leads to higher SIMD utilization than

traditional packet-based ray tracing approaches.

Rendering performance In general, StreamRay delivers

interactive frame rates (above 10 fps) for the test scenes.

As shown in Table 5, performance increases with the SIMD

width due to the reduced number of alignment and parti-

tioning operations. On the other hand, wider SIMD units re-

quire more time for address computation and have higher ad-

dress fetch overhead. The inherent tradeoff between SIMD

width and fetch overhead is the fundamental performance

constraint of the StreamRay approach.

For rtrt, a SIMD width of eight balances the overheads

sufficiently, and performance exceeds the 10 fps threshold.

However, in moving from 8-wide to 12-wide SIMD units,

significant improvements are observed for all three scenes,

due to reduced SIMD alignment and stream partitioning

size rtrt conf kala

SIMD width N = 8

32 × 32 70 / 47 / 86 57 / 23 / 90 56 / 26 / 96

64 × 64 77 / 55 / 93 70 / 31 / 95 67 / 31 / 95

SIMD width N = 12

32 × 32 60 / 38 / 82 45 / 17 / 89 45 / 19 / 92

64 × 64 70 / 46 / 92 61 / 24 / 96 56 / 25 / 97

SIMD width N = 16

32 × 32 52 / 34 / 81 38 / 13 / 87 38 / 14 / 91

64 × 64 65 / 42 / 89 54 / 18 / 94 49 / 20 / 96

Table 4. SIMD utilization (%) (T / I / S) for secondary

rays: Stream filtering exploits any coherence available in a

particular stream

overhead. Beyond a width of 12, the overhead of address

computation begins to dominate, and improvements dimin-

ish accordingly. Thus, a 12-wide SIMD machine is the opti-

mum choice in this case study.

These results demonstrate that StreamRay achieves inter-

active frame rates using path tracing with complex scenes

that include a variety of visual effects. As processors con-

tinue to rely on increasing levels of fine-grained parallelism,

we believe that hardware support for wider-than-four SIMD

processing and non-sequential memory access will become

commonplace. With these architectures, stream filtering be-

comes a viable alternative for interactive ray tracing.

stream size rtrt conf kala

SIMD width N = 8

32 × 32 16.60 fps 8.15 fps 6.73 fps

64 × 64 18.78 fps 12.78 fps 8.34 fps

SIMD width N = 12

32 × 32 21.82 fps 12.56 fps 11.78 fps

64 × 64 24.52 fps 18.32 fps 13.45 fps

SIMD width N = 16

32 × 32 22.36 fps 14.35 fps 13.34 fps

64 × 64 26.35 fps 20.32 fps 15.65 fps

Table 5. Rendering performance: StreamRay delivers inter-

active frame rates for all scenes



4.3 StreamRay Efficiency

Evaluating the different subsystems within the StreamRay

architecture is not straightforward. However, in this section,

we compare each subsystem under examination to an oracle

best-case implementation or an existing feasible implemen-

tation.

Address processing vs. data processing Table 6 shows the

distribution of major operations types for streams with not

more than 64 × 64 elements using a SIMD width of 16. In

this data, the integer operations required by address fetch

are subsumed by load and store operations. While varying

SIMD widths change the absolute number of operations for

a given frame, the ratios are preserved. It can be observed

that data computations account for as much as 31-35% of

the total operations. Address computations also account for

a similar fraction (28-34%) of the total.

These results make a compelling argument for support-

ing both address and data computations efficiently. Stream-

Ray isolates these computations by decoupling the memory

system from the execution system and placing the integer

execution unit in the address generation unit. AGUs need to

perform integer computations to support scatter/gather oper-

ations on-the-fly, and this approach reduces data movement

and contention for those shared resources (interconnect, reg-

ister files, etc.) that would otherwise be used if the integer

units were placed in the execution subsystem. The latter ap-

proach is common in traditional processors and is also em-

ployed in current machines such as the G80 and the R770.

In addition to causing contention for shared resources, this

design increases the burden on the compiler to generate effi-

cient code.

To evaluate the performance benefit of moving integer

execution units to the ray engine, StreamRay is compared

against an architecture in which the integer units are placed

in the filter engine and each of the AGUs are paired with

the integer units. The overall performance improvement and

reduction in power dissipation per filter core for each of

the scenes is shown in Table 7. As compared to a tradi-

tional execution core, StreamRay delivers an average 56%

performance speedup. The speedup is higher for scenes with

higher geometric complexity (conf and kala). This effect can

be attributed to the increased dependence on address compu-

tations for intersection and for supporting high quality visual

effects during the shading process. In addition, reduced data

movement and contention provide power savings of 11.63%

for each accelerator core. Thus, placing integer units intelli-

gently provides performance and power benefits while also

reducing programming complexity.

Partitioning efficiency The design of the filter engine is

critical to sustaining the parallelism generated by the ray en-

gine. Each of the accelerators implement the filter kernel and

the partitioning operation. Though the partitioning operation

accounts for only 2-5% of the total operations, it is in the

scene load store comp scat/gath part

rtrt 24.1 14.9 35.4 19.6 5.0

conf 23.2 19.7 34.5 18.7 3.8

kala 23.8 20.3 31.9 21.7 2.0

Table 6. Distribution of major operations as % of total:

Here, the compute-related operations refer to those involving

actual ray data; integer operations are subsumed by the load

and store operations.

Parameter rtrt conf kala

Average power/ core (mW) 318 387 363

SIMD width N = 12

Performance speedup 1.50 1.67 1.53

Power savings/core (%) 12.2 13.3 9.4

SIMD width N = 16

Performance speedup 1.48 1.63 1.49

Power savings/core (%) 11.2 13.1 8.4

Table 7. Isolating address and data computations: Stream-

Ray delivers higher performance at reduced power dissipa-

tion over a traditional execution subsystem by placing inte-

ger execution units in AGUs. As a reference, the average per

core power for each of the phases is shown in milliwatts.

critical path for each operation: for ray tracing operations

such as traversal, each step requires that an input stream be

partitioned into an active and inactive subset. During parti-

tioning, the boolean mask is checked and rays pointers are

updated to indicate if they are active or not. The ray data

is then moved to one of the register files and the active and

inactive set pointers are updated. In the case of an empty ac-

tive set, the next node is fetched from the traversal stack for

further operations.

The performance of the filter core in efficiently imple-

menting the partition operation can be evaluated by compar-

ing against an oracle scheme assuming no overhead for parti-

tioning. We observe that the performance of the filter engine

suffers by 2-4% for traversal, 7-12% for intersection, and 1-

2% for shading. The partitioning overhead is negligible for

both traversal and shading. For intersection, if there is little

coherence within a stream, partitioning causes repeated up-

dates of the active and inactive set pointers and subsequently

leads to data movement overhead. Nevertheless, the filter en-

gine incurs very low partitioning overhead.

Frequency scalability of interconnect subsystem As noted,

the operating frequency of 500 MHz was primarily con-

strained by the interconnection subsystem. There are two

key issues that influence the design. First, increasing the

multiplexer width will increase the number of comparison

operations, which will in turn increase interconnect delay.

Second, increasing the frequency of the interconnect may re-



quire the insertion of pipeline registers, which will increase

the network latency in terms of clock cycles.

The frequency sensitivity of StreamRay can be evalu-

ated by increasing the delay through the interconnect for a

higher operating frequency. For a 50% increase in frequency

(750 MHz), we double the delay through the interconnect

subsystem by introducing pipelined registers. The resulting

frame rates for the test scenes are shown in Table 8, and

we observe that rendering performance scales up by about

27% on average. It is interesting to note that both rtrt and

kala scale marginally better than the conf scene. Doubling

the delay of the interconnect increases scheduling conflicts

on both the stream control and the kernel control block.

Overheads for partitioning increases to 12-15% for the inter-

section computation and contributes to some of the scaling

degradation.

5. Related Work

Stream filtering and the StreamRay architecture integrate

and extend several existing techniques in ray tracing, and

we briefly review the relevant work below.

Coherent ray tracing The use of ray packets to exploit

SIMD processing was first introduced by Wald et al. (32).

The original implementation targets the x86 SSE extensions,

which execute operations using a SIMD width of four, and

consequently uses packets of four rays. Later implementa-

tions use larger packet sizes of 4×4 rays (2), but these fixed-

size packets are neither split nor reordered. Reshetov (26)

has shown that even for narrow SIMD units, perfectly specu-

lar reflection rays undergoing multiple bounces quickly lead

to almost completely incoherent ray packets and 1

N
SIMD

efficiency. Thus, worst-case SIMD efficiency is not only a

theoretical possibility, but has been demonstrated in cur-

rent packet-based ray tracing algorithms. We have shown

that stream filtering maintains high efficiency when pro-

cessing seemingly incoherent groups of rays, including the

secondary rays required for a number of important visual

effects. Our evaluation demonstrates that it is possible to

size rtrt conf kala

SIMD width N = 8

32 × 32 21.08 fps 11.04 fps 10.05 fps

64 × 64 24.78 fps 15.97 fps 12.34 fps

SIMD width N = 12

32 × 32 28.02 fps 15.56 fps 14.78 fps

64 × 64 31.52 fps 22.32 fps 16.85 fps

SIMD width N = 16

32 × 32 29.56 fps 17.85 fps 17.34 fps

64 × 64 32.35 fps 24.92 fps 20.65 fps

Table 8. 750 MHz scalability: Rendering performance

scales well when the interconnect delay is doubled for a 50%

increase in operating frequency

achieve high SIMD utilization for wide SIMD units by em-

ploying filtering to remove the inactive subsets.

Support for hardware ray tracing Packet-based ray trac-

ing has also been exploited successfully in special-purpose

ray tracing hardware projects (29; 35). We generalize packet-

based ray tracing to process arbitrarily sized groups of rays

efficiently in wide SIMD environments. While commercial

implementations like the G80 (20) and the R770 (1) pro-

vide wider-than-four SIMD capability, these machines em-

ploy the execution core for address computations and hence,

interfere and compete with the actual data computations

for resources, thus degrading performance. The Larrabee

project (30) employs a many-core task-parallel architecture

to support a variety of applications, including ray tracing.

In contrast to these architectures, StreamRay extracts per-

formance by efficiently isolating the core concepts of stream

assembly and data processing to deliver high performance.

Packet-based optimizations Processing large packets of

coherent rays permits a wide variety of algorithmic op-

timizations such as frustum culling (28), interval arith-

metic (4; 33), and vertex culling (27). These techniques ex-

ploit the same coherence employed by the basic coherent ray

tracing algorithm—though often in scalar or narrow SIMD

fashion—and so become problematic with wide SIMD units.

Although these optimizations can be combined with stream

filtering, we have not considered these techniques and in-

stead focused on SIMD ray tracing.

Secondary rays Several recent works have investigated the

problem of coherence in secondary rays. Boulos et al. (3) de-

scribe packet assembly techniques that achieve similar per-

formance (in terms of rays/second) for distribution ray trac-

ing as for standard recursive ray tracing. Similarly, Mans-

son et al. (16) describe several coherence metrics for ray re-

ordering to achieve interactive performance with secondary

rays. Stream filtering achieves high efficiency by extract-

ing coherence from arbitrary groups of rays, including sec-

ondary rays, without relying on potentially costly presorting

operations or heuristics to estimate coherence.

Ray scheduling Improved coherence can also be achieved

by considering ray traversal as a scheduling problem. For ex-

ample, early work by Pharr et al. (22) explores this idea to

reduce disk operations when rendering complex scenes that

are larger than main memory, but coherence at finer scales is

not considered. Recently, Navratil et al. (19) have shown that

ray scheduling can be used to improve cache utilization and

reduce the necessary DRAM-to-cache bandwidth. As noted,

we have focused on improving SIMD utilization via stream

filtering, but the approach does not preclude the use of ex-

plicit scheduling techniques to further improve performance.

Breadth-first ray tracing Instead of tracing rays in a

depth-first manner, Hanrahan (12) investigates the use of

breadth-first ray traversal to improve performance. Naka-

maru and Ohno (18) describe a breadth-first ray tracing



algorithm to minimize accesses to scene data and maxi-

mize the number of rays processed at a time. Mahovsky and

Wyvill (15) have explored breadth-first traversal of bounding

volume hierarchies (BVHs) to render complex models with

progressively compressed BVHs. This approach, however,

uses breadth-first traversal to amortize decompression cost

and does not target either interactive performance or SIMD

processing. Stream filtering builds on these ideas to extract

maximum coherence in arbitrarily-sized groups of rays.

6. Conclusions and Future Work

Stream filtering is a new approach to ray tracing that creates

arbitrarily sized groups of coherent rays to efficiently uti-

lize wider-than-four SIMD units. The StreamRay architec-

ture efficiently isolates data and address processing in this

approach to deliver the parallelism required for interactive

ray tracing. The major advantages of the stream filtering al-

gorithm are:

• Parallel processing Stream filtering achieves high SIMD

utilization by exploiting the parallelism inherent to any

collection of rays. StreamRay provides the capability for

interactive rendering by efficiently implementing the core

operations required by the algorithm.

• Implicit reordering Stream filtering extracts active rays

with respect to scene geometry, acceleration structure,

material shaders, and so forth, and does not depend on

presorting operations or ray coherence heuristics.

• Generality and scalability Stream filtering is generally

applicable to all hierarchical acceleration structures and

any type of primitive, and thus supports a wide range of

ray tracing applications.

The StreamRay architecture provides hardware support for

this approach, and our results demonstrate that this technique

delivers high performance.

StreamRay also opens a new design space for ray tracing

accelerators; for example, additional areas of exploration

include:

• Multi-processing Design choices include heterogeneous

and homogeneous systems. In the former, each core

might be responsible for one particular stage, communi-

cating with other cores via a dual-buffered output mem-

ory, which permits data to be simultaneously read by the

next core in the pipeline. In a homogeneous multicore

system, a single core can be replicated to provide more

coarse-grained levels of parallelism. In addition to low

design complexity and core scalability, the latter requires

only minimal changes in the execution subsystem.

• Memory hierarchy The core operations in the ray trac-

ing algorithm exhibit different access patterns. For exam-

ple, the intersection computation employs the neighbor

banks to extract performance from the system. Design-

ing a custom hierarchy for each operation may lead to a

highly optimized heterogeneous system.

• Schemes for intersection Instead of processing streams

of rays that require intersection with the same primitive,

the algorithm could be modified to combine substreams

for different primitives (10; 31). StreamRay enables each

stream element to process a different primitive, but merg-

ing the results may require additional hardware support.

• Operations besides traversal, intersection, and shad-

ing Stream filtering can also be applied to other oper-

ations not strictly related to ray tracing, provided these

operations employ a hierarchical data structure and can

be written in SIMD fashion. Thus, stream filtering can

potentially be used with a wide range of other rendering

algorithms as well.

• Non-traditional hardware architectures We believe

that the stream filtering approach may also be well suited

to architectures such as Imagine (14), Merrimac (9),

or perhaps Intel’s upcoming Larrabee processor (30).

However, the results obtained with StreamRay make a

compelling argument for further investigation of special-

purpose ray-based graphics hardware.

• Hardware support for special operations The accelera-

tor cores that implement the filtering and partitioning op-

erations are general enough to support a variety of other

operations. As processors begin to rely on fine-grained

parallelism, custom hardware support for such operations

may be critical for energy-delay efficiency.

We believe that the architecture presented in this work pro-

vides a compelling design for future ray-based graphics

hardware, and we plan to explore both heterogeneous and

homogeneous multicore designs to support renderers based

on stream filtering. We also plan to explore real-time imple-

mentations of the algorithm with current processors in an

attempt to eliminate the need for hardware simulation. With

increasing support for SIMD parallelism expected in new

generations of commodity architectures, we hope to achieve

real-time performance with stream filtering for a wide vari-

ety of rendering algorithms.
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