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Fig. 1. PowerFlow3D Supports Acquisition, Reconstruction, and Visualization of 3D Flow Features.
PowerFlow3D is a prototype system for acquiring, reconstructing, and visualizing three-dimensional structure of complex flows around
objects in wind tunnel test procedures. PowerFlow3D combines modern high-performance computing (HPC) with existing acquisition,
reconstruction, and visualization methods to provide a foundational capability that helps to reveal critical information about the
underlying structure of unknown flows. We describe the implementation of our system, focusing on tomographic reconstruction, in
particular, and highlight the practical challenges encountered throughout our initial research and development (R&D) process. The
resulting prototype achieves both reasonable performance and fidelity and provides opportunities for enhanced performance, fidelity,
and scale. The results of this initial R&D effort thus enable continued progress toward a scalable HPC-accelerated system for guiding
real-time decisions during wind tunnel tests.
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INTRODUCTION

Analysts in numerous capacities require techniques to visualize complex flow features around objects in wind tunnel
testing. Schlieren imaging and similar techniques provide an effective means to visualize these features. Unfortunately,
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these techniques typically provide only a single two-dimensional (2D) view of the flow and therefore fail to reveal
important three-dimensional (3D) features that could affect testing procedures. Methods for 3D reconstruction and
visualization of flow structure are thus required. At the same time, any such method must acquire, process, and visualize
flow data fast enough for insights derived from visual analysis to positively impact testing decisions in real time.
While 3D reconstruction using Background Oriented Schlieren (BOS) imaging in controlled laboratory environments
is a demonstrated capability [2], the key requirement for this research and development (R&D) effort is to first
replicate, and then translate, the underlying techniques to practical scenarios at scale, while performing acquisition,
reconstruction, and visualization sufficiently fast to support analysis during wind tunnel testing. This requirement
for practical, high-performance 3D reconstruction and visualization dictates overcoming mathematical, technical, and
engineering challenges at every level.
In this effort, we implement, evaluate, optimize, and demonstrate a foundational, functional prototype in what is, to
our knowledge, the only existing end-to-end implementation of an academic proof-of-concept approach [2] to 3D flow
reconstruction based on 3D BOS imaging. We call our system PowerFlow3D , and its key components are shown in
Figure 1.
In this work, we describe the algorithms and high-performance computing (HPC) methodologies on which PowerFlow3D is based, focusing on tomographic reconstruction via gradient field tomography. We also report the performance
and scalability achieved by our prototype implementation using modern computing systems, from desktop-class
personal computers (PCs) to large-capacity compute nodes on Stampede2, the flagship supercomputer at the Texas
Advanced Computing Center (TACC). Finally, we highlight three areas for which continued R&D will enhance our
current implementation. Together, these elements will combine to provide a high-performance 3D reconstruction and
visualization capability to realize a scalable HPC-accelerated system for guiding real-time decisions during wind tunnel
tests.
2

BACKGROUND

We leverage modern HPC techniques and platforms throughout the implementation of a functional prototype for
acquiring, reconstructing, and visualizing the underlying structure of unknown flows. This section first outlines the
acquisition, reconstruction, and visualization components on which PowerFlow3D is based, then highlights the HPC
elements we employ and their implementation within the current prototype. The details of tomographic reconstruction
are discussed in Section 3.
2.1

System Overview

A system to acquire, reconstruct, and visualize the underlying structure of unknown flows requires algorithms and
methodologies across a broad range of computing domains, including computer vision, computer graphics, scientific
computing, and software engineering. We develop functional, accelerated implementations of prototype components
that integrate and extend these elements in support of a turnkey PowerFlow3D system:
• Data Acquisition - We leverage work by Atcheson et al. [2], which establishes an apparatus for measuring
refractive indices of compressible flows using an array of video cameras. These data form the basis of both 2D
BOS measurements and 3D tomographic reconstruction. Our data acquisition system is based on consumer-level
cameras and physically small, but sufficiently powerful, Raspberry Pi single-board host computers. Together,
these components provide a low-cost, configurable, and scalable proof-of-concept apparatus for data acquisition.
2
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• BOS Deflection Computation - Each PowerFlow3D camera produces a structured 2D grid of values, from
which a displacement grid is computed using the difference between observed values (flow condition) and those
expected for a given background pattern (no-flow condition). In addition to serving as input for 3D tomographic
reconstruction, 2D BOS deflection images from each camera can be visualized directly to supplement the 3D
Computed Schlieren Imaging (CSI) [4, 5] visualization technique highlighted below.
• Tomographic Reconstruction - Tomographic reconstruction computes 3D refractive index gradient fields
using the 2D displacements, and a 3D scalar field is computed from a Poisson solution over the gradient. Our
tomographic reconstruction process leverages both multithreading and the single instruction, multiple data
(SIMD) vector processing capabilities offered by modern CPUs.
• Interactive Visualization - The resulting scalar field is rendered interactively using CSI, an approach in which
accelerated ray casting through scalar fields generates physically based images. In particular, the intensity
gradation characteristic of traditional Schlieren imaging presents an informative visualization of both small- and
large-scale changes in flow while offering analysts images with familiar qualities.
We demonstrate these capabilities by developing programmer friendly application programming interfaces (APIs) and
software libraries. Our prototype achieves both reasonable performance and fidelity and provides opportunities for
enhanced performance, fidelity, and scale. Our results thus enable continued progress toward a scalable HPC-accelerated
system for guiding real-time decisions during wind tunnel tests.
2.2

HPC Architecture & Implementation

To support our runtime performance goals, PowerFlow3D builds on advances in HPC architectures—modern multicore
CPUs and massively parallel GPUs, specifically. These computing platforms provide an affordable and high-performance
environment in which to exploit the parallelism inherent to the PowerFlow3D processing pipeline.
We leverage several tools, libraries, and APIs to exploit parallelism throughout processing. For example, curved
ray traversal operates over individual pixels, so these operations are parallelized within a frame. In particular, we
use OSPRay [14], a high-performance ray tracing engine optimized for modern CPUs, for this and other ray-based
operations within PowerFlow3D .
OSPRay provides an extensible, open-source API that transparently supports multithreaded operation across multiple
CPUs; ray tracing within PowerFlow3D is thus inherently multithreaded. Moreover, OSPRay builds on ispc [12], the Intel
SPMD Program Compiler, to exploit modern instruction sets such as Intel AVX2 and AVX-512; OSPRay thus supports
vector processing as well.
We implement ray-based operations—including simulated data capture, tomographic reconstruction, and interactive
visualization—using OSPRay and ispc. These programming tools support coarse- and fine-grained parallelism across
the full range of modern CPU architectures, so ray tracing within PowerFlow3D achieves performance portability by
scaling with both core count and vector unit width without device-specific code paths.
We use Eigen [8] to implement numerical processing within the PowerFlow3D pipeline—the linear system solution
and Poisson integration process supporting tomographic reconstruction, specifically. Eigen is a library of C++ template
headers for linear algebra, matrix and (mathematical) vector operations, and numerical solvers. Eigen exploits vector
processing with SIMD operation on modern CPUs, avoids dynamic memory allocation and unrolls loops when possible,
and pays special attention to cache-friendliness for large matrices. Together, these characteristics make Eigen an ideal
library for prototyping the numerical processing required by PowerFlow3D .
3
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Table 1. Key Performance and Fidelity Goals

Parameter
Reconstruction volume
Flow feature size
Processing interval
Effective image resolution

Goal
4 ft3 (or 1.22 m3 )
1:100 (0.12 in3 or 3.05 mm3 )
10 seconds (maximum)
2 megapixel (16-bit gray scale)

Eigen provides an easy-to-use API that fosters rapid exploration of numerical algorithms and data structures in a
low-overhead, straightforward manner. Eigen does not, however, provide multithreaded operation for the necessary
solvers, so our current PowerFlow3D implementation exploits SIMD operation but does not yet leverage multithreaded
operation. However, understanding the numerical processing required for tomographic reconstruction is one important
outcome of this work, so we consciously trade performance and scalability for the ability to rapidly explore different
algorithms and data structures in this context. Though multithreaded numerical solvers are currently beyond scope,
this possibility offers a promising approach for additional performance improvement, as highlighted in Section 5.
Finally, we use OpenMP [6, 11] to accelerate data movement and transformation as the requisite structures propagate
throughout the PowerFlow3D pipeline. OpenMP provides an open, portable, and widely supported mechanism—code
annotation through compiler directives—for expressing parallelism at different granularities, including vector and
multithreaded processing.
We exploit the omp parallel for OpenMP worksharing construct to parallelize data movement and transformation
operations within PowerFlow3D . Other OpenMP constructs—for example, vector processing via SIMD operations, or
even a combined vectorized/threaded approach—could be used to further accelerate data movement and transformation
operations within PowerFlow3D . Like multithreaded numerical solvers, data movement and transformation via vector
(or combined vectorized/threaded) processing is currently beyond scope, but this possibility offers another promising
approach for performance improvement.
We exploit several modern HPC platforms in this effort. Our primary development machine, cyclops, is driven by an
Intel Core i7-7820X 3.6 GHz CPU with 8 processing cores supporting 16 hardware threads, 32 GB of random-access
memory (RAM), and 2 TB of local non-volatile storage. A workstation-class machine, poseidon, has two Intel Xeon
E5-2699 v3 2.3 GHz CPUs, each with 18 processing cores supporting 36 hardware threads; 64 GB of RAM; and, 1 TB of
local non-volatile storage. We note that cyclops provides fewer, higher-frequency CPU cores while poseidon offers more,
lower-frequency cores. We report runtime performance of the PowerFlow3D prototype on these machines in Section 4.
We use a single compute node of Stampede2, the flagship supercomputer at TACC, to quantify memory resource
requirements for large reconstruction problems. The Stampede2 node has two Intel Xeon Platinum 8160 2.1 GHz CPUs,
each with 24 processing cores supporting 48 hardware threads; 1.5 TB of RAM; and, 144 GB of local non-volatile storage.
With such large physical memory resources, this node provides an ideal platform for exploring large reconstruction
problems, as described in Section 4.
3

TOMOGRAPHIC RECONSTRUCTION

Our objective is to research, develop, evaluate, optimize, validate, and ultimately deploy a scalable HPC-accelerated 3D
reconstruction and visualization system for guiding wind tunnel testing in real time. Table 1 outlines the performance
and fidelity goals for the first-generation, production-ready PowerFlow3D system.
4
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Our PowerFlow3D system concept builds on previously published methods for data acquisition [2], reconstruction [2],
and visualization [4, 5]. Nevertheless, a useful, scalable processing pipeline necessitates solutions to several practical
challenges—for example, sparse, noisy, or otherwise imperfect input data; highly varied wind tunnel environments;
complex characteristics and features of the flow itself; and, external considerations, such as inputs or processes requiring
human interaction.
At the same time, the end-to-end processing interval depends on several factors including, for example, the number, resolution, and frame rate of system cameras; camera synchronization time; data processing, movement, and
transformation time; and, I/O data rates between system components, among others.
These practical and technical challenges are above and beyond those imposed by the sheer scale of wind tunnel
environments. All of these challenges—practical, technical, and dimensional—must be addressed to realize a system to
capture, reconstruct, and visualize the underlying structure of unknown flows.
We progress our solution to these challenges in this work by designing, implementing, and optimizing functional
components that provide the foundational capabilities necessary to achieve our performance and fidelity goals. In
particular, we:
• construct a small-scale apparatus for deflection sensing;
• implement and optimize 2D BOS deflection computations;
• implement and optimize gradient field tomography for 3D reconstruction; and,
• implement and optimize a CSI visualization module.
In the remainder of this section, we highlight gradient field tomography and discuss its implementation within the
PowerFlow3D system prototype. The runtime performance and scalability realized by this system are discussed in
Section 4.

3.1

Gradient Field Tomography

As noted in Section 2, each camera in the data acquisition apparatus produces a stream of 2D images encoding observed
pixel values. Tomographic reconstruction computes 3D refractive index gradient fields using 2D displacement images
that in turn encode the difference between corresponding pixels values in images under the flow and no-flow conditions.
Both 2D deflection sensing and 3D tomographic reconstruction are based on the image formation process for BOS
methods, which is governed by continuous refraction for optically inhomogeneous media. In particular, the propagation
of light in such media is described by the ray equation of geometric optics:
d dx
(n ) = ∇n,
ds ds
where n is the inhomogeneous refractive index field, x is the position of a photon traversing the ray, and ds is the
differential path length along the ray. Ihrke et al. [10] show that the ray equation can be reformulated as a system of
coupled first-order ordinary differential equations:
dx
dd
= d,
= ∇n.
ds
ds
Here, d describes the local ray direction scaled by the local refractive index. Finally, integrating this equation relates
n

the refractive index gradient to 3D ray deflections:
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d out =

∫
c

∇n ds + d in ,

where c characterizes the ray path and d in and d out denote the incoming and outgoing ray directions with respect to
the medium.
Tomographic reconstruction within PowerFlow3D is based on the work of Atcheson et al. [2], wherein gradient field
tomography relates 3D ray deflections to 3D refractive index gradients via line integrals. In this process, the unknown
vector-valued function ∇n is discretized by a set of normalized basis functions Φi with unknown coefficient vectors ni ,
Í x
© i ni Φi ª Õ
c = Í ny Φi ®® =
∇n
ni Φi ,
 Íi i ®
i
z
« i ni Φi ¬
which reformulates the integral equation relating 3D ray deflections to 3D refractive index gradients as:
∫
c

∇n ds =

y

∫ Õ
c i

ni Φi ds =

Õ

∫
ni

i

c

out
in
Φi ds = d (x,y,z)
− d (x,y,z)
.

Here, ni = (nix , ni , nzi ) is a three-component coefficient vector independently parameterizing the three gradient
components in each dimension. The discretization results in a system of linear equations over curved rays c, one for
each gradient component:
out
in
Sn (x,y,z) = d (x,y,z)
− d (x,y,z)
.

c and integrating the
Solving these systems for the coefficient vectors ni recovers the refractive index gradient field ∇n,
gradient field then yields the refractive index field n. This process is analogous to computing a surface from normal
vectors using a discretized form of the Laplacian operator,
c
∆n = ∇ · ∇n.
c and the resulting
Here, the left-hand side is discretized, while the right-hand side is computed using the recovered ∇n,
Poisson equation is solved for n.
Gradient field tomography thus requires the following steps:

out
in
(0) Compute deflection vectors d (x,y,z)
− d (x,y,z)
,
c = 0,
(1) Set initial guess ∇n

(2) Compute curved rays c,
out
in
(3) Construct linear system Sn (x,y,z) = d (x,y,z)
− d (x,y,z)
,
c
(4) Solve linear system for ∇n,

(5) Repeat Steps 2-4 until convergence, and
c to recover refractive index field n.
(6) Integrate ∇n

We describe our current implementation in the following section.
6
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Fig. 2. Tractability of Reconstruction Relies on a Sparse Formulation of Matrix S .

3.2

Implementation

We implement a 3D gradient volume primitive and corresponding curved ray traversal routines (Step 2) in OSPRay
using ispc. As noted in Section 2, OSPRay supports transparent multithreaded operation, so ray traversal is inherently
multithreaded. At the same time, ispc compiles SPMD programs targeting SIMD units on modern CPUs and thus
maximizes performance across several SIMD widths using a single source program. Our 3D gradient volume thus
exploits SIMD and multithreaded operation for maximum performance.
Similarly, we implement the linear system construction and solution (Steps 3-4) using Eigen’s 64-bit double-precision
sparse matrix data structures and least-squares conjugate gradient (LSCG) solver. Although Eigen exploits only SIMD
operation within any particular invocation of the LSCG solver, we leverage multithreaded processing in Step 4 by
executing three solver instances—one for each gradient component in (x, y, z)—across multiple CPUs simultaneously.
In this case, runtime for Step 4 is limited only by the longest running per-component solution, as reported in Section 4.
Tractability of reconstruction relies on a sparse formulation of matrix S. In particular, the entries of matrix S consist
of line integrals over the basis functions Φi :
ΦNb ds
©
ª
∫c 1

Φ ds
···
Φ ds ®®
 c 2 Φ1 ds
c2 2
c 2 Nb
®,
S = 
..
..
..
..
®

®
.
.
.
.
∫
®
∫
∫
Φ ds · · ·
Φ ds ¬
« c Nm Φ1 ds
c Nm 2
c Nm N b
where Nm is the number of deflection measurements across all cameras simultaneously and Nb is the number of basis
functions. The matrix S is thus quite large: Nm × Nb entries, with Nm = W × H × Nc for W × H displacement images
∫

∫c 1

Φ1 ds

∫

∫c 1

Φ2 ds

···

∫

and Nc cameras, and Nb = N x × Ny × Nz voxels in the reconstruction volume.
Assuming a data acquisition apparatus using Nc = 8 cameras, the fidelity goals in Table 1 dictate that Nm =
1600 × 1200 × 8 = 1.536 × 105 measurement values and Nb = 400 × 400 × 400 = 64 × 106 voxels. In a dense, 64-bit
double-precision floating-point format, matrix S consumes nearly 7 PB of memory for this problem, overwhelming
7
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even typical distributed-memory supercomputing platforms. Following Atcheson et al. [2], we thus use a conservative
estimate of the visual hull and basis functions with finite support to impose sparsity on matrix S.
To generate the conservative visual hull, we segment flow from background by thresholding the length of 2D
optical flow vectors to create an initial binary mask. Currently, the threshold value is computed using the mean and
standard deviation of optical flow vector magnitudes and a user-defined scale factor. Once complete, the initial mask is
(optionally) updated to ensure contiguous row-spans by including all pixels in the range [mymin , mymax ] for each row
my . Dilation [13] is then applied to reduce any remaining artifacts and conservatively estimate the visual hull. The
dilation threshold value is currently computed based on a user-defined percentage of the maximum 2D displacement
image dimension. Finally, the dilated mask is (optionally) updated to ensure contiguous row-spans, as above. This
process is illustrated in Figure 2.
We use radially symmetric linear basis functions Φi = max(0, 1 − r ) for radius r . These functions preserve sparseness
while allowing interpolation in the 3D solution space. Basis functions are aligned to a regular grid, excluding those with
support completely outside the conservative visual hull. This so-called visual hull restricted tomography was introduced
for flame reconstruction [9] and is necessary to reconstruct refractive index gradients from a sparse set of input views
with reasonable resource requirements.
Given a conservative estimate of the visual hull and basis functions Φi , we then carefully and efficiently construct and
solve the resulting sparse linear system (Steps 3-4) using Eigen’s sparse LSCG numerical solver. However, even with a
conservative visual hull, basis functions with finite support, and careful, efficient construction of a sparse representation
for matrix S, large reconstruction problems require significant memory. We quantify these requirements for several
large reconstruction problems in Section 4.
c yields the refractive index field n by solving a
As described above, integrating the reconstructed gradient field ∇n
Poisson equation (Step 6). We implement this process using Eigen’s supernodal LU factorization solver. Here, too, Eigen
exploits SIMD operation within the solver, but unlike the linear system solutions in Steps 3-4, Poisson integration does
not afford opportunities to leverage even explicit multithreaded operation. Runtime in Step 6 is thus limited by Eigen’s
single-core performance, as reported in Section 4.
Our 3D gradient volume primitive supports not only tomographic reconstruction, as described above, but also
image rendering for high-fidelity simulated data capture: we leverage the simulator both to generate ground-truth data
for reconstruction-related R&D tasks and to qualitatively assess discrepancies between our physical data acquisition
apparatus and its ideal virtual counterpart. The simulator also provides two capabilities important to our R&D plan
beyond this effort. First, we are able to quantify—and therefore correct—discrepancies between physical and ideal
camera poses. Second, we are able to more easily develop, debug, and validate an integrated camera pose estimation
workflow to support large-scale deployments of the PowerFlow3D system. These opportunities for enhanced fidelity
and scale are highlighted in Section 5.

4

RESULTS & DISCUSSION

We evaluate the runtime performance and scalability of our system using simulated data captures and the HPC platforms
highlighted in Section 2.
Our ground truth data is the SFB 382 fuel injection dataset, a 32×32×63 uniform voxel grid of 32-bit single-precision
floating

point

values

encoding

refractive

[1.000054, 1.000292].
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Table 2. Per-Stage Reconstruction Execution Time (in seconds) for SFB 382 on posiedon

Stage
Construct RHS
Project Views
Populate Matrix S
Solve Linear System
Integrate ∆n
Pipeline Overhead
Total:

Total
Elapsed Time
4.59
7.80
50.17
183.75
3.53
3.46
253.31

Per-Iteration
Elapsed Time
2.60
16.72
61.25

We impose metric dimensions on the voxel grid so that the target reconstruction volume occupies 114.3×114.3×228.6 mm3 ,
leading to roughly cubic voxels of size 3.57×3.57×3.63 mm3 . Reconstruction uses Nc = 8 cameras capturing W × H =
1232 × 1640 resolution images; the cameras are arranged in a half-ring configuration.
As detailed in Section 3, tractability relies on a conservative estimate of the visual hull; for SFB 382, that estimate
comprises Nvh = 619, 863 pixel elements and reduces the number of active elements to just 30.7% of the more than 2
million elements total. For this problem, then, Nm = 4.958 × 106 elements and Nb = 64512 elements, so matrix S has
Nm × Nb = 3.200 × 1011 entries.
Tractability also relies on basis functions with finite support to impose sparsity: even with the conservative visual
hull, matrix S for SFB 382 would require more than 2.3 TB of memory in a dense, 64-bit double-precision floating-point
format, thereby overwhelming all but the most resourceful modern computing platforms. However, we easily solve a
problem of this size using a desktop PC with only 32 GB of memory by carefully constructing the sparse version of
matrix S using Eigen.
4.1

Runtime

Deflection vectors computed by our 2D BOS deflection computation module serve as input to downstream reconstruction
processing. Using our OpenMP-optimized implementation and under the conditions for SFB 382 described above, endto-end execution of the PowerFlow3D reconstruction pipeline requires 4 minutes and 16.0 seconds on cyclops and
4 minutes and 13.3 seconds on poseidon with the maximum number of hardware threads on each machine.1 The
optimized implementation demonstrates performance that is 1.9×-2.2× better than the non-OpenMP implementation,
depending on characteristics of the particular hardware platform.
Per-stage execution time on poseidon is summarized in Table 2. As can be seen, view projection (Step 2) consumes
roughly 2-3 seconds per iteration: the benefit of our combined vectorized/threaded 3D gradient volume implementation
in this step is clear. In contrast, parallel solutions of the per-component linear system for ∆n (Step 4) consume just
over one minute per iteration, and populating matrix S (Step 3) also requires non-trivial processing time. Linear system
solutions are currently the performance-limiting bottleneck of our system prototype.
We expect additional performance improvements by further optimizing view projection and the linear system
construction and solution, as discussed in Section 5.
1 We

note that, for SFB 382, reconstruction requires three iterations of Steps 2-4 to converge with an error residual threshold of 0.00001 units on both
machines: convergence depends on characteristics of the underlying flow, not of the particular computing platform executing the reconstruction algorithm.
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Fig. 3. Thread-Level Parallelism Reduces Reconstruction Time.

4.2

Scalability

As noted in Section 3, our objective is to deploy a scalable HPC-accelerated 3D reconstruction and visualization system
for guiding wind tunnel testing in real time. In this context, scalability characterizes how well the system utilizes
additional computing resources to improve both runtime performance and problem scale.
To evaluate runtime performance scalability, we benchmark end-to-end execution under varying thread counts on
both cyclops and poseidon. In particular, we vary the number of threads Nt from one to 16 on cyclops, and from one to
72 on poseidon. Single-threaded performance on poseidon provides the serial baseline for these tests. The benchmark
results are depicted in Figure 3.
As can be seen, end-to-end performance improves by a factor of 1.3×-2.2× over the serial baseline depending on the
total number of threads. The most significant boost occurs when thread count first exceeds three on each platform—that
is, when Nt = 4 on cyclops and Nt = 9 on poseidon. As described in Section 3, we implement explicitly multithreaded
processing in Step 4 by executing three LSCG solver instances across three threads simultaneously. Thus, we maximize
parallelism in this step when Nt is at or above the number of solver instances. Performance is nevertheless limited by
the longest running per-component linear system solution.
We also evaluate scalability of our prototype with respect to problem size. Recall that for all but the smallest
reconstruction volumes, matrix S is quite large: Nm ×Nb entries, as detailed in Section 3. Even with conservative estimates
of the visual hull, basis functions with finite support, and careful, efficient construction of a sparse representation for
matrix S, large reconstruction problems require significant memory. To quantify these requirements, we execute several
large reconstruction problems involving volumes with 64×64×126, 128×128×252, and 256×256×504 voxels on a single
compute node of Stampede2.
For brevity, we report memory usage (in GB) as a function of time only for the largest problem (256×256×504 voxels);
this data is depicted in Figure 4. As can be seen, memory requirements grow steadily over the computation, peaking
at just less than 800 GB for this problem. Ultimately, we target reconstruction volumes consisting of 4003 voxels, a
10
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Fig. 4. Memory Usage Grows Over Time for Large Reconstruction Problems.

problem with roughly 1.9× more voxels than the one illustrated here. While Stampede2 nodes with up to 3 TB of RAM
are available, a potentially more tenable solution involves a distributed numerical solver in which computations are
executed, in parallel, across a collection of smaller, less memory-resourceful compute nodes. As discussed in Section 5,
the same library we anticipate using to implement multithreaded numerical processing seamlessly integrates distributed
computation as well.
While computing resources well-matched to the desired problem scale are required, these results demonstrate that
our PowerFlow3D prototype provides a scalable, high-performance foundation on which to base 3D reconstruction of
unknown flows, with the possibility of additional enhancements in future work. Continued R&D will ultimately lead to
a scalable HPC-accelerated system for guiding real-time decisions during wind tunnel tests.
4.3

Discussion

These results provide insight into the strengths and limitations of our current implementation. The system prototype
demonstrates high-performance, high-fidelity data acquisition and reconstruction capabilities that make significant
strides toward a scalable HPC-accelerated system. Ultimately, this work provides the foundational capabilities supporting
a first-generation, production-ready PowerFlow3D system scaled to wind tunnel test environments.
PowerFlow3D currently consists of over 18,800 lines of object-oriented C/C++ code wrapped in a programmerfriendly API that hides the inherent complexity of both the foundational mathematics and our optimized component
implementations. These implementations currently enable reconstruction and visualization of unknown flows on
modern desktop- and workstation-class systems with reasonable performance, scalability, and fidelity.
As noted, we consciously trade performance and scalability for Eigen’s support of rapid prototyping with different
numerical techniques in this work. We now have a clear understanding of the numerical algorithms and data structures
required for tomographic reconstruction, and thus highlight possible enhancements for high-performance numerical
processing in Section 5.
Scaling characteristics demonstrate that large reconstruction problems—for example, those involving volumes with
256×256×504 or more voxels—require significant memory, even with conservative estimates of the visual hull, basis
functions with finite support, and careful, efficient construction of a sparse representation for matrix S. Computing
resources well-matched to the desired problem scale are thus required, so we anticipate the design, construction, and
11
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integration of a dedicated PowerFlow3D hardware platform as a means to scale memory resources to large reconstruction
problems.
Though omitted for brevity, fidelity results show that Poisson integration tends to overestimate the refractive index
field n by attempting to fit inconsistent gradient vectors in a least-squares sense. Additional effort is necessary to explore
more advanced numerical integration schemes, possibly including 3D extensions to anisotropic Poisson integration [1],
and we outline exploration of such techniques as a possible fidelity enhancement in Section 5.
5

CONCLUSIONS & FUTURE WORK

The results of this R&D effort progress our prototype system toward the performance and fidelity goals for a firstgeneration, production-ready PowerFlow3D system. Data acquisition, reconstruction, and visualization in PowerFlow3D combine and extend techniques in computer vision, computer graphics, scientific computing, and modern
software engineering to realize both reasonable performance and fidelity while providing opportunities for enhanced
performance, fidelity, and scale.
We exploit modern HPC techniques and platforms—including multithreaded and vectorized processing, parallel
and distributed computing, and modern multicore CPUs and massively parallel GPUs—to implement the prototype
PowerFlow3D components in a robust and scalable manner. We expect to refine and enhance our current implementation,
as outlined below.
5.1

Enhanced Performance

Further accelerated view projection, further optimized linear system construction, and optimized numerical processing
will enhance the performance and scalability of our PowerFlow3D prototype.
As described in Section 3, we implement an optimized 3D gradient volume primitive and curved ray traversal routines
for high-performance view projection in Step 2. Our current implementation is both multithreaded and vectorized to
maximize performance on modern CPUs. We anticipate further performance improvements with additional algorithmiclevel optimizations. In particular, a hierarchical data structure encapsulating regions of spatially homogeneous refractive
index gradients could accelerate curved ray traversal by enabling adaptive sampling within such regions, thereby
reducing the total number of sample points along each ray and, ultimately, reducing traversal overhead. When combined
with space-skipping techniques, this hierarchical acceleration structure could also be used to determine traversal start
and end points at the bounds of the conservative visual hull, rather than at the bounds of the entire reconstruction
volume, further reducing overhead.
We also expect additional performance improvements by further optimizing linear system construction in Step 3.
Already we exploit features of Eigen’s sparse matrix data structures to populate matrix S efficiently; however, parallelization strategies for backprojection (BP) [7] will likely be effective in this stage: a multithreaded or even combined
vectorized/threaded implementation of parallel BP will ensure correct basis function evaluation while maximizing
performance on multicore CPUs.
At the same time, we expect large performance improvements when implementing numerical processing—particularly
the linear system solutions in Step 4—using a library that operates in shared-memory, thread-parallel or distributedmemory, process-parallel mode. Where Eigen provides parallelism through SIMD operation on just a single core,
the Portable, Extensible Toolkit for Scientific Computation [3], or PETSc library, is designed for distributed-memory,
process-parallel mode and executes across a collection of hosts in a multi-node system. A PETSc-based application
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can also run multiple processes on a single multicore CPU, thereby exploiting multicore compute resources without
modification.
This R&D effort serves, in part, to determine the numerical methods appropriate for 3D reconstruction, and our
initial, Eigen-based implementation provides a flexible, functional 3D reconstruction capability. As a result, we can
now adapt PowerFlow3D to use these methods through the PETSc library and, thereby, achieve enhanced performance
portability by scaling both with core count on a single node and with host count in a distributed, multi-node system.
Together, these optimization tasks will enhance performance and scalability as we progress toward a first-generation,
production-ready PowerFlow3D system.
5.2

Enhanced Fidelity

Alternative numerical integration techniques will enhance the fidelity of our PowerFlow3D reconstruction process.
Though omitted for brevity, fidelity results implicate Poisson integration (Step 6) as the primary source of inaccuracy
in the recovered refractive index field n. Our results also corroborate the findings of Atcheson et al. [2]: basic Poisson
c However, to
integration tends to overestimate refractive index values when using the reconstructed gradient field ∇n.
isolate errors arising from Poisson integration, we use refractive index gradients computed directly from the groundtruth refractive index field, ∇nдt , which shows that Poisson integration tends to underestimate refractive index values
near the volume center, while slightly overestimating those values at the boundary of the conservative visual hull. These
results are in apparent contradiction to those noted above. We therefore plan to explore alternative numerical integration
techniques—and 3D extensions to anisotropic Poisson integration based on diffusion tensors [1], in particular—to better
understand these issues.
Other potential fidelity enhancements include: additional cameras in data acquisition; enhanced deflection vector
computation via advanced segmentation algorithms from computer vision; improved precision—i.e., double- rather
than single-precision—for data and operations in curved ray traversal; and, more accurate distributed-memory, processparallel numerical solvers. These refinements are all possible means to enhance reconstruction accuracy, and we plan to
explore these areas in future work.
5.3

Enhanced Scale

Computing resources well-matched to large reconstruction problems will enhance the scale of our PowerFlow3D system.
Results in Section 4 show that appropriate memory resources are necessary to accommodate large-scale reconstruction
problems. We plan to design, build, and integrate a PowerFlow3D hardware platform to achieve this goal. This scaling
and integration task will provide a custom-built resource with which to continue PowerFlow3D R&D at scale. This task
will also provide opportunities to discover and overcome potential design and engineering issues resulting from, or not
apparent in, the computing resources supporting our current implementation, ultimately resulting in fully integrated
hardware support for 3D flow reconstruction.
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