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The Pittsburgh Supercomputing Center's Terascale Computing System (TCS) consists
of 750 quad-node Compaq ES45 Alpha processors connected by a Quadrics Elan
network.  We are attempting to add a rendering subsystem based on commodity
graphics cards in Linux PCs, mediated by Chromium.

The compute nodes run Compaq Tru64 Unix, a derivative of DEC's variant of OSF1
Unix.  The rendering nodes must be Intel platforms running Linux to allow access to
drivers for the commodity NVIDIA graphics cards.  Quadrics drivers are available for
both environments, but to the best of our knowledge we are the only site operating a
heterogeneous Quadrics network.  Integration of the entire system on one high-speed
switched network allows high-bandwidth, low-latency connectivity between an
ongoing computation and the rendering system.  Since the nodes of the archival
storage subsystem are on the same network, the rendering nodes also have good
access to results stored for post-processing.

Chromium in the Context of the TCS Software Environment 

Jobs on the TCS are primarily run in a batch environment under control of Quadrics'
RMS software system.  This top-level system maintains the batch queues, allocates
system resources, and performs initialization operations necessary for the network to
support MPI communication between processes running on the Compaq Alpha
compute nodes.  MPI communication is implemented using a software layer called
Elan, which is dependent on RMS.  Elan is itself implemented using the Elan3 layer,
which is almost completely independent of RMS.  Elan3 implements simple
communication operations like DMA transfers and the triggering of remote events.
The PSC's Quadrics libraries have been modified slightly to allow user processes to
initiate Quadrics communication without intervention from RMS.

Our goal is to have RMS handle the nodes of the visualization subsystem as an
allocatable resource, more like a printer than a set of general-purpose computers.  We
want this allocation process to be transparent to users of the compute nodes.
Rendering operations should proceed as asynchronously as possible from the main
computation, and the behind-the-scenes software environment on the rendering nodes
should be as flexible and responsive as possible.  This implies that the rendering
nodes need to operate outside the scope of RMS, which in turn implies that
communication between the computing and rendering processes should be
implemented at the Elan3 level.  This environment is below the level normally
accessed by Quadrics customers, so we anticipate that our code will need to be
updated as Quadrics releases new versions of its software.  However, implementing
communication at the Elan3 level has given us a general way to communicate
efficiently between RMS and the 'outside world'.  
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The software architecture for the system is based on Chromium, which supplies an
OpenGL API (with parallel extensions) to the processes on the compute nodes.  We
have written two versions of the Chromium communications layer for two different
implementations of the Elan3-level Quadrics communication, one slightly more
efficient but blocking, the other non-blocking.  We anticipate that the most common
pattern of use of the system will be for compute jobs running under the RMS
queueing system to generate some small number of images automatically at each time
step.  The large volume of geometry data will travel to the visualization system over
the Quadrics network.  The images will be delivered to a web server as they are
produced so that the user can follow the progress of the job from a browser.  Since all
of the PSC's users are remote, we have no need to directly attach display walls or
other high resolution displays to the rendering system.  However the system will
sometimes be used interactively, either directly from interactive jobs on the TCS or
when visualization packages running on the rendering nodes are used to post-process
data from the archival system.  In that situation the usual Chromium mechanisms can
be used to redirect the rendering to an appropriate display.

Modifications to Chromium and Quadrics Software

We have made several modifications to Chromium in support of this plan.  In addition
to the network support described below, we have:

� made the necessary modifications to compile Chromium under Compaq OSF1
� modified the 'saveframe' SPU to produce JPEG files 
� created a 'randomsort' SPU which implements sort-last rendering.

Support for Quadrics Elan3 communication required very minor modifications to the
software supplied by Quadrics.  Specifically, changes were made to make it possible
for user processes to create Elan3 contexts.  These data structures are required for
access to the Quadrics hardware, and normally may be created only by RMS.  Only
context numbers above a certain value may be used with these data structures; low
context numbers are still reserved for system communication.  Sites wishing to use
Elan3 communication from Chromium must request these modifications from
Quadrics.

Chromium accesses the Elan3 library through a layer of interface software written at
the PSC.  Two versions of this software exist: tcscomm and teac.  Tcscomm
implements blocking communication, which implies that the server process must
receive a message before the client process can return from the send.  Polling in the
conventional sense is not possible with this interface.  A TCP/IP-based 'back channel'
of communication allows Chromium to use tcscomm communication without
deadlocks and buffer overflows.  Because the bandwidth of this channel is low it does
not seriously compromise the bandwidth of the Chromium pipeline.

Teac (for 'terascale elan3 asynchonous communication')  implements non-blocking
communication, and so does not require a TCP/IP back channel.  Each sender
preallocates a fixed number of DMA messages and cannot send additional messages if
all of them have been sent but not yet received.  This approach works very well on our
current small test system, but may scale poorly when run on the full machine.  If so,
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various changes to the implementation of teac can be made without changing the API.
This will allow updates to Elan3 communication that minimally impact the Chromium
code.

Timing and Scaling Results

Timing tests have been performed on a test system named mini-t.  This machine
consists of four dual-processor Compaq DS20 Alpha nodes connected via the
Quadrics network to three single processor Intel Linux boxes with NVIDIA GeForce2
GTS graphics cards.  These rendering machines are very similar to those planned for
the full TCS Visualization System; the DS20 compute nodes are somewhat slower
and have substantially lower internal bandwidth than the ES45 nodes of the full
system.

Test applications were run on the DS20 nodes to supply geometry to the Chromium
pipeline.  By building up the pipeline one stage at a time we were able to produce
rough bandwidth figures for each stage of the rendering process; see Figure 1 for an
example.  The iso_demo application renders many short triangle strips (2-3 triangles
per strip average, 1M triangles per frame per client).  Multiple iso_demo clients were
used to saturate downstream links where necessary.  The Quadrics bandwidth was
measured using a separate application and is PCI-limited.  The anomaly that readback
is faster than rendering without readback is real, but happens only on this particular
hardware

Our preliminary results indicate that a single rendering server can handle about twice
the number of polygons per second that a single compute node can emit.  We expect
this balance to change with the faster ES45 nodes; new numbers should be available
before Visualization 2002.  The current Chromium pack/unpack code can process
geometry about half as fast as the Quadrics link can deliver it.  This may improve
with code optimization and/or faster rendering node hardware; the rendering node
processor used here is only a 1GHz Pentium III .  Rendering performance scales
roughly linearly on the current small system.

In the very near future we will perform scaling and timing tests to faster rendering
nodes connected to the full TCS system.  By the time of Visualization 2002 we hope
to know how the faster ES45 nodes effect system bottlenecks, as well as how the
system scales to large numbers of clients per rendering node.  We also plan to test the
scaling of the teac asynchronous communication library and to determine how much
of a performance advantage asynchronous communication really provides.

Outstanding Questions

As the TCS Visualization Subsystem becomes a production resource we will need to
address several additional issues.  RMS must be used to allocate the visualization
nodes, and certain Chromium configuration parameters will have to be drawn from
the RMS job state database.  The Chromium mothership will have to respect these
database parameters.  Crserver processes must be started on the allocated visualization
nodes by a secure mechanism that is synchronized to the steps of the user's job.
Parallel user tasks under MPI must be started with the crappfaker mechanism. All of
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these tasks seem relatively straightforward given the flexibility of the Chromium
mothership.

Our system-level Quadrics software has been modified to allow users to create Elan3
contexts.  This is necessary, but it creates security issues because the context could, in
principle, be used to reach machines other than those allocated by RMS.  Ultimately
we would like to develop a system which prevents unauthorized Quadrics
communication while still allowing authorized communication.

The extremely low latency of the Quadrics network may have interesting applications
for Chromium-based interactive visualization.  We would like to pursue this
possibility but have not yet done so.
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Figure 1Chromium rendering stage bandwidths

Figure 1Chromium rendering stage bandwidths
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